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0.1 The Elo System

The rating system developed by Arpad E. Elo for the United States Chess Federation (USCF)
came to prominence in the 1960s as a scientific method of measuring chess performance
based on the statistics of normal distribution. It was adopted in 1970 by the International
Chess Federation (FIDE) and has been used in various sports, including golf and bowling.
According to Elo,

As applied to a single game, performance is an abstraction which cannot be
measured objectively. It consists of all the judgments, decisions, and action of
the contestant in the course of the game. Perhaps a panel of experts in the art of
the game could evaluate each move on some arbitrary scale and crudely express
the total performance numerically, even as is done in boxing and gymnastics.
(Elo 1987, 1.32)

This is nonsense. The game point is the only measurement of performance that counts by
the rules of chess. No amount of expert evalutation can alter the fact.

But Elo went further in his description of game performance. He imagined it taking the
shape of a Gaussian or normal curve and explained his description with humor:

Eminent mathematicians have tried many times to deduce the normal distri-
bution curve from pure theory, with little notable success. “Everybody firmly
believes it,” the great mathematician Henri Poincare remarked, “because math-
ematicians imagine that it is a fact of observation, and observers that it is a
theorem of mathematics” (Poincare 1892). (Elo 1987, 1.39)

In point of fact, the normal curve can be deduced from the purest of theory, and many
distributions in nature are found to approximate the curve. But there is nothing natural
about an abstraction that cannot be measured objectively. Proponents of the system claim
that the implicit assumption of a normal distribution of game performance leads to the
explicit normal distribution of the probability function by which all calculations are made.
As Elo put it,

The total score of a player reflects only his performance against the particular
competition he encounters. Thus another method of evaluating performance,
which takes into account the strength of the competition, must be sought. The
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mathematical form by which this evaluation may be expressed is not information
of an a priori nature, but can be deduced from the basic assumptions stated
earlier, using the calculus of statistical probability theory. By this process one can
derive the relation between the probability of a player outperforming (outscoring)
an opponent in a match (opponents in a tournament) and the difference in their
ratings. (Elo 1987, 1.41)

To be accurate, the Percentage Expectancy Curve gives the percentage score to be expected
for a given difference in rating, as its name suggests, not the probability of a greater score.The
probability of a greater performance comes from Elo’s analysis of an individual game, which
he illustrated by a pair of partially overlapping normal distributions (8.32). The portion of
either distribution that is greater than the other along the performance coordinate is the
probability of a win. Ingenious as the conception may be, it does not translate to percentage
scores over a finite number of games.

The concept of percentage scores as probabilities rests on the assumption of normal
distribution. By the objectivist definition, if the relative frequency of an event, r/n, tends
to a limit as n goes to infinity, the limit is called a probability. With chess skills constantly
in flux there is little time for percentage scores to approach a limit. There is furthermore
the problem of sampling error. In a tournament environment a specific pairing of players
does not occur with great frequency. For a given percentage score p in that pairing (ignoring
draws) the standard error of the proportion will be

σp =

√
(p)(1− p)

n
. (1)

In the hurly-burly of chess competition, in short, probability is a curious abstraction.
In “Tests of the Rating System” Elo turned to empirical evidence of his ideas, presenting

a distribution of deviations of performance from expected values for 1514 participants in the
U. S. Open (Elo 1987, 2.6). “The fit of performances to normal distribution is remarkably
close” (2.75). It has largely escaped notice that the expected values being tested are the
very averages calculated by his proposed rating formulas, barely concealing a circularity
of argument. “The valid test of a rating system, as of any theory, lies in its success in
quantitative prediction, in forecasts of the scores of tournaments or matches” (Elo 1987,
2.61). The Elo System is not, however, a scientific theory in the usual sense, and its forecasts
reveal nothing new quantitatively. It is worth noting that the distribution being tested is
of probabilities in relation to rating differences. This is essentially a distribution of rating
differences in the population, which independently can have no bearing on performance. The
correlation found is a statistical artifact.

Another manifestation of the rating function, from Elo’s perspective, is the rating pop-
ulation itself, or “rating pool” as he preferred to call it. Here failure to select the proper
probability function may have dire consequences:

Rectangular distribution describes no natural phenomenon, and certainly not
chess performances, but both the normal and the Verhulst distributions occur
frequently in nature and have, in all the data over more than a hundred years,
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provided reasonably serviceable descriptions of the distributions of chess perfor-
mance in pools where no artificial influence was effective. Which of these is closer
to reality? (Elo 1987, 8.72)

Again the naturalistic criterion is invoked, somewhat exaggerated by polemics. The usual
term for rectangular distribution nowadays is uniform distribution. It is a common enough
distribution, found naturally in plants competing for resources and among territorial animals.
Believing that a linear rating system entails a uniform distribution of probabilities, Elo saw
the resulting rating population drawing itself eventually into a rectangular pattern. “There
is, however, a tendency which counters the rectangular effect. Since ratings produced by this
method are also averages, the central limit theorem comes into effect, with a trend toward
normal distribution” (8.57).

In rating systems where percentage scores are not elevated to the status of probabilities,
there is no pretense of scientific prediction. The concern is with statistics that are consistent
throughout the client population.

0.2 Measuring Chess Performance

In 1946 the psychologist S. S. Stevens (1906-1973) distinguished four types of measurement
based on nominal, ordinal, interval, and ratio scales (Stevens 1946). This was a typology
that strongly influenced Elo’s attempts to measure chess performance. It was both widely
accepted, appearing eventually in textbook introductions, and frequently challenged, par-
ticularly for its broad definition of measurement. According to Stevens, “measurement, in
the broadest sense, is defined as the assignment of numerals to objects and events according
to rules” (p. 677). Any consistent rules are acceptable, including statistical treatments.
Elo was thus able to derive measurements of performance for most of Stevens’s types. As
one psychologist later observed, “No measurement theorist I know accepts Stevens’s broad
definition of measurement . . . in our view, the only sensible meaning for ‘rule’ is empirically
testable laws about the attribute” (Luce 1997, p. 395, quoted in Wikipedia).

The failure of Elo’s rating system, in a word, lies in its conflation of measurements with
statistics. “Mathematical statistics is concerned with the connection between inference and
data. Measurement theory is concerned with the connection between data and reality”
(Sarle 1997). The reality of chess performance is what occurs when two players meet over a
chessboard. The rest is statistics.

This is not to exclude Stevens’s types from rating theory. A game point may be considered
an ordinal measurement inasmuch as one player prevails over the other. The numerical
ordering, 0 < 1, thus reflects the respective performances (the awarding of half a point to
each player for a draw is a convention that need not be followed). It must then be decided
whether or not the data is dichotomous (values such as “sick” vs. “healthy” when measuring
health, “false” vs. “true” when measuring truth value, or for that matter “winner” vs.
“loser” when measuring chess performance). Non-dichotomous data maintains transitivity
of comparisons: if player A defeats player B, and player B defeats player C, then player A
must defeat player C. This is not necessarily true, as any experienced chess player is aware.
A ranking of chess players by individual results nearly always contains inconsistencies. It is
tempting to attribute this to measurement errors, but the rules of chess do not admit of error,
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at least in determining outcomes. Game results are more likely a mixture of dichotomous
and non-dichotomous measurements if such terminology is indeed meaningful.

Game results may be averaged, of course, to yield percentage scores, but the process
then becomes one of statistics. After completion of my master’s degree (Jones 1994) I
maintained a website deriving linear ratings from an interval treatment of percentage scores
(ratingtheory.com). It was first posted in March 1996 and updated until its removal in
July 2015, at which point I had become disillusioned with rating systems in general. A
review of interval ratings without the preconception of normal distribution may be useful at
this point. Note first that interval ratings, along with the percentage scores on which they
are based, are inherently transitive. Any claim that an interval rating is a more advanced
version of the underlying measurement must therefore be suspect. With interval ratings the
real inconsistencies that arise from individual contests are conveniently smoothed over.

0.3 Interval Ratings

The basic principle of a (linear) interval rating system is that differences in rating reflect
differences in percentage score. This is expressed mathematically as an equation of means:

R−Rc = K(p− pc), (2)

where R is a player’s rating, Rc the mean rating of the player’s opponents, p the player’s
percentage score, and pc the overall percentage score of the opponents. K is an arbitrary
constant. It follows that the mean over n individual games is∑

[(R−Rc)−K(s− sc)]
n

= 0, (3)

where Rc is an opponent’s rating, and sc his or her game score. Since a mean is the locus of
a minimal sum of squared deviations from it, the sum of squares,∑

[(R−Rc)−K(s− sc)]2, (4)

is minimal for the calculated ratings. In this statistical sense, rating differences may be said
to predict game scores.

The formula for interval ratings follows immediately from the equation of means as

Rp = Rc +K(2p− 1), (5)

which is called a performance rating, to adopt Elo’s term. For ratings based on 30 or
more games Elo used a current rating formula to provide “continuous measurement,” taking
expected values from the Percentage Expectancy Curve (Elo 1987, 1.61). The linear analogue
to the current rating formula is a cumulative moving average. It is seen first that a linear
rating based on no games may be combined with a new performance rating as

Rn =
Rono +Rpn

no + n
. (6)
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Setting Rp = Ro gives the identity,

Ro =
Rono +Ron

no + n
. (7)

Now Rn −Ro gives the cumulative moving average

∆R =
n(Rp −Ro)

no + n
(8)

without loss of accuracy, where n is the number of games in the new data and no is the
number of games in the original sample. The latter number starts at zero and increases with
each rated event. Establishing a maximum value for sample size allows flexibility of ratings
to accommodate changes in playing strength:

∆R =
n(Rp −Ro)

nmax + n
. (9)

Thereafter the maximum remains constant from one rated event to the next, while n con-
tinues to vary, creating a sequence of weighted cumulative averages. The development of
Elo’s “current” formula uses a similar maximum for sample size, but the original rating is
weighted by no − n, which in effect omits n in the denominator of the above formula (Elo
1987, 8.25). The sacrifice of accuracy is consequently greater, and n must be less than no.

Elo’s concept of continuous measurement is meant to contrast with the periodic formulas
of older systems. Periodic ratings were calculated from opposition ratings in effect at the
start of a rating period, which means that changes in opposition playing strength were
not immediately taken into account. An improvement on this algorithm uses simultaneous
calculations, either by the method of successive approximations (Elo 1987, 3.4) or by matrix
manipulation, producing ratings that are thoroughly consistent over the rating period. Linear
interval ratings are quite suited to this enhanced periodic treatment, less so Elo ratings. Elo
was nevertheless able to initialize the first International Rating List of 208 players in 1970
using the computer resources of the day, “which yielded acceptable results after just eight
iterations” (4.24).

0.4 Ratio Ratings

Finally, it is possible to establish a ratio rating scale by adapting an equation of means,

Rc

R
=
pc
p
, (p > 0). (10)

The left side of this equation is equivalent to the mean of Rc/R over individual games, and
the right side is equivalent to the mean of sc/p, maintaining p as a constant over individual
games to avoid division by zero. The rating formula becomes

Rp = Rc
p

1− p
, (p < 1). (11)

Elo avoided such averaging in favor of a purely probabilistic approach. He first made the
ratios manageable by employing logarithms and brought them into line with his interval
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ratings by taking the logarithms to a fortuitous base, the square root of ten. He then turned
to a familiar growth curve of biology, the logistic function, as meriting “serious consideration
as a probability function for rating chessplayers” (Elo 1987, 8.31):

P (D) =
1

1 + 10−D/2C
, (12)

where C is the arbitrary class interval, 200 (8.43). Upper-case P here represents proba-
bility, although lower-case p for percentage score better represents the rating process. The
logarithmic relationship with Formula 11 is revealed by solving for D as

D(p) = 2C log10

p

1− p
, (p < 1). (13)

Substituting into the first of Elo’s formulas (1.51) gives the performance formula,

Rp = Rc + 2C log10

p

1− p
, (p < 1). (14)

The derivative of Formula 12 is the Verhulst distribution function, useful for bell-shaped
illustrations (as in 8.72). Formula 14 is sufficient for calculations of performance ratings,
but Elo was more interested in long-term ratings based on indefinitely large samples, which
he called “current” ratings. Performance ratings are labeled as such in publications and
are calculated in practice by simple linear formulas. When a performance rating reaches a
sample of 30 games or more, the more or less arbitrary requirement for minimum reliability,
it becomes a current rating, calculated as the change

Rn = Ro +K(W −We). (15)

In this context the expected game score, We, is calculated from the table “Logistic Proba-
bilities to Base

√
10,” which gives the percentage score, rounded to two decimal places, that

is associated with a rating difference (Elo 1987, 8.46). The expected number of wins, We,
is simply the number of games in the event times the expected percentage score (i.e., npe).
W is the actual game score, and constant K is taken from the slope of the logistic function
with respect to a single game. The slope is sometimes tied to the estimated average over
the entire function (8.25) and sometimes adapted to a particular tournament (8.28). The
coefficient K thus has a value of 32 in USCF events, 15 in short FIDE events, and 10 in long
FIDE events.

Without resorting to a probability function, the percentage score associated with any
rating ratio follows from Formula 11 as

p =
Rp

Rc +Rp

. (16)

This suggests a further development of ratio ratings without commitment to an external
probability function. For example, if the percentage score calculated in Formula 16 is taken
to be an expected value, then npe might be substituted for We in a formula much like 15
to obtain a new rating. The primary object of this paper is not, however, to develop a new
ratio rating system, but rather to explain the development of Elo’s system. A more basic
question underlies the discussion: Is a ratio rating sytem (or, for that matter, any rating
system) the path to a true measurement of chess ability?
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0.5 Conclusions

The Elo System produced two types of ratings, in practice nearly indistinguishable: one
based on an interval scale of measurement, the other based on a ratio scale. The practice of
deriving rating formulas from probability functions needlessly complicates their development
and appraisal. This paper has addressed the issue of ratings as measurements of chess per-
formance. It should be clear by now that the question is not one of different measurements,
but of different statistical treatments of the same data. In the case of interval ratings, can
it be be claimed that rating differences represent real differences in playing strength, or are
the differences artificial? For the more advanced scale, is it realistic to assume that a player
who wins two-thirds of the games in an extended match is twice as strong as the opponent,
or is the ratio of wins misleading?

Normal distribution does not fulfill the promise of Elo ratings as valid measurements, and
their enhancement as ratios makes little difference. It seems that chess statistics must be
chosen more carefully, using criteria other than validity, such as transparency, consistency,
and convenience. In this regard a simple linear system can hardly be improved. As Elo
himself has said of his basic formulas, “they are equally serviceable with other scales and other
probability functions [italics his]” (8.75). And of the real advantages of various rating systems,
“What would a statistical investigation show? No such test has ever been made”(8.72). What
is the point, indeed, of evaluating statistics with statistics?
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